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International Sy … / Report of Contributions Conference Opening

Contribution ID: 1 Type: not specified

Conference Opening �
Monday, 21 June 2021 11:45 (15 minutes)

Presenters: PLATZNER, Marco (Paderborn University); CHOW, Paul (University of Toronto); PLESSL,
Christian (Paderborn University)
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International Sy … / Report of Contributions A programming environment for …

Contribution ID: 2 Type: not specified

A programming environment for multi-FPGA
systems based on CyberWorkBench: an integrated

design tool �
Monday, 21 June 2021 12:30 (30 minutes)

Although a multi-FPGA system receives attention as a server for MEC (Multi-edge access Com-
puting), traditional design tools only focuses on a single FPGA. Here, a multi-FPGA programming
environment based on NEC’s integrated design tool CyberWorkBench (CWB) is introduced for
a multi-FPGA system FiC (Flow-in-Cloud). Programmers describe their program in SystemC as
small modules connected with FIFO channels, then verify the operation with the behavioral sim-
ulation considering parallel execution. After the high level synthesis (HLS) is done with CWB,
modules distributed to each board is decided, and interface module is inserted. The cycle accurate
simulation is applied to ensure the operation and estimate the performance. Finally, generated
Verilog HDL code for each board is implemented with Xilinx’s Vivado just like the traditional de-
sign and configuration is obtained. As an example, a simple convolutional neural network LeNet
is described, and implemented on a real system using the tool. Although the cycle accurate sim-
ulation takes 105.34sec, the estimated cycles is only 2.2% difference of the real boards execution
result. Since the example CNN LeNet is too small, it can be implemented into a single board with
traditional design tool.
However, considering the pipeline execution, parallel execution with two boards can distribute the
input and output into different FPGAs, and relax the bottleneck.

Primary authors: AMANO, Hideharu; SUZUKI, Hiroaki; TAKAHASHI, Wataru

Presenter: SUZUKI, Hiroaki

Session Classification: Monday Session
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International Sy … / Report of Contributions A Sorting Library for FPGA Imple …

Contribution ID: 3 Type: not specified

A Sorting Library for FPGA Implementation in
OpenCL Programming �

Monday, 21 June 2021 12:00 (30 minutes)

In this paper, we focus on data sorting which is one of the basic arithmetic operations and present a
sorting library that can be used with the OpenCL programming model for FPGA Our sorting library
is built by combining the three hardware sorting algorithms. It consumes more than twice the
overall hardware resources compared to a merge sort restructured for the OpenCL programming
model for FPGA, but it should be noticed that its operating frequency is 1.09x higher and its sorting
throughput is three orders of magnitude better than the baseline.

Primary authors: MIURA, Kento; FUJITA, Norihisa; KOBAYASHI, Ryohei; AMAGASA, Toshiyuki

Presenter: KOBAYASHI, Ryohei

Session Classification: Monday Session
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International Sy … / Report of Contributions Automation of Domain-specific …

Contribution ID: 4 Type: not specified

Automation of Domain-specific FPGA-IP Generation
and Test � 

Monday, 21 June 2021 13:00 (30 minutes)

Multi-access edge computing (MEC) devices that perform processing between the edge and cloud
are becoming important in the Internet of Things infrastructure. MEC devices are designed to
reduce the load on the edge devices, ensure real-time performance, and reduce the communica-
tion traffic between the edge and cloud. In this paper, to enable high-performance and low-power
hardware-accelerated processing for different application domains in MEC devices, we propose
an automated flow for domain-specific field-programmable gate array intellectual property core
(FPGA-IP) generation and testing. First, we perform logic cell exploration using a target user appli-
cation to find the optimal scalable logic module (SLM) structure, and use the optimal SLM instead
of a lookup table to reduce the logic area. Second, we perform routing and FPGA array explo-
ration to determine other FPGA-IP architecture parameters. Finally, the proposed flow uses the
explored parameters to automatically generate the entire FPGA-IP and LSI test bitstreams. In a case
study, we optimized an FPGA-IP for a differential privacy encryption circuit using the proposed
flow. We implemented and evaluated the FPGA-IP with a 55nm TEG chip design. Furthermore,
the simulation-based LSI test showed that 100% of the stuck-at faults in the routing paths of the
FPGA-IP were detected.

Primary authors: IIDA, Masahiro; KUGA, Morihiro; AMAGASAKI, Motoki; ZHAO, Qian; NAKAZATO,
Yuya

Presenter: NAKAZATO, Yuya

Session Classification: Monday Session
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International Sy … / Report of Contributions Keynote: Large-scale combinatori …

Contribution ID: 5 Type: not specified

Keynote: Large-scale combinatorial optimization in
real-time systems by FPGA-based accelerators for

simulated bifurcation �
Monday, 21 June 2021 16:00 (1 hour)

Session Chair: Kentaro Sano

Combinatorial optimization problems are economically valuable but computationally hard to solve.
Many practical combinatorial optimizations can be converted to ground-state search problems
of Ising spin models. Simulated bifurcation (SB) is a quantum-inspired algorithm to solve these
Ising problems. One of the remarkable features of SB is the high-degree parallelism, providing
an opportunity for quickly solving those problems by massively parallel processing. In this talk,
starting from the principles of SB, we review our recent works on the design and implementation
of high-performance FPGA-based accelerators for SB and their applications toward innovative
real-time systems that make optimal responses to ever-changing situations. An example of such
applications is an ultrafast financial transaction machine that detects the most profitable cross-
currency arbitrage opportunities at microsecond speeds. Also, we discuss the parallelism of SB
in depth and show a scale-out architecture for SB-based Ising machines with all-to-all spin-spin
couplings that allows continued scaling of both machine size and computational throughput by
connecting multiple chips, rather than scaling up a single chip.

Primary author: TATSUMURA, Kosuke

Presenter: TATSUMURA, Kosuke
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International Sy … / Report of Contributions Special Session „FPGAs for HPC …

Contribution ID: 6 Type: not specified

Special Session „FPGAs for HPC: Open Challenges
for Infrastructure and System Operation”

As the semiconductor technology advancement driven by Moore’s law is slowing down, the im-
portance of reconfigurable computing with FPGAs is getting more important with significant ex-
istence in the HPC community as well as data center industries. Although FPGA devices and their
design tools have advanced much in the last decade, we do not have sufficient knowledge and
experience about the infrastructure and operation of FPGA-based or FPGA-involved HPC systems
while we have several academic efforts to prototype FPGA-based HPC systems such as Cygnus
at University of Tsukuba, Noctua at Paderborn University, ESSPER at RIKEN R-CCS, and so on.
In this special session, we have a panel discussion regarding open challenges for Infrastructure
and operation of FPGA-based HPC systems followed by Keynote speech and lightning talks on
experiences of HPC using FPGAs.

Primary authors: SANO, Kentaro; UENO, Tomohiro

Presenters: SANO, Kentaro; UENO, Tomohiro
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International Sy … / Report of Contributions Special Session „High- …

Contribution ID: 7 Type: not specified

Special Session „High-performance Computing:
Open Challenges as a Result of the Growing

User-Hardware Gap”

In recent years, we have witnessed many fundamental changes in the broad context of high-
performance computing, including the end of Dennard scaling with a fundamental paradigm shift
towards performance scaling, accelerators and heterogeneity with implications on programmabil-
ity, as well as a widened set of applications such as machine learning. As a result, the complexity
of HPC systems is significantly increasing while at the same time user access is broadened to
new communities with less expertise on the details of HPC architectures. These two trends are
developing in opposite directions, creating respectively widening the gap in between user and
hardware. In this session we will learn about two opinions how to tackle this problem: one fo-
cuses on improvements of programmability and productivity, while the other considers a wider
range of aspects from programmability to operation.

Primary authors: ZAHN, Felix; FRÖNING, Holger

Presenters: ZAHN, Felix; FRÖNING, Holger

May 22, 2023 Page 7



International Sy … / Report of Contributions Keynote: Portable high- …

Contribution ID: 8 Type: not specified

Keynote: Portable high-performance Python on
CPUs, GPUs, and FPGAs �

Tuesday, 22 June 2021 10:00 (1 hour)

Session Chair: Christian Plessl

Python has become the de-facto language for scientific computing. Programming in Python is
highly productive, mainly due to its rich science-oriented software ecosystem built around the
NumPy module. As a result, the demand for Python support in High Performance Computing
(HPC) has skyrocketed. However, the Python language itself does not necessarily offer high per-
formance. In this work, we present a workflow that retains Python’s high productivity while
achieving portable performance across different architectures. The workflow’s key features are
HPC-oriented language extensions and a set of automatic optimizations powered by a data-centric
intermediate representation. We also define a set of around 50 benchmark kernels written in
NumPy to evaluate and compare Python frameworks for their portability and performance. We
show performance results and scaling across CPU, GPU, FPGA, with 2.47x and 3.75x speedups
over previous-best solutions and the first-ever Xilinx and Intel FPGA results of annotated Python.

Primary author: HOEFLER, Torsten (ETH Zurich, Switzerland)

Presenter: HOEFLER, Torsten (ETH Zurich, Switzerland)
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International Sy … / Report of Contributions Kyokko: a vendor independent hi …

Contribution ID: 9 Type: not specified

Kyokko: a vendor independent high speed serial
communication controller �

Tuesday, 22 June 2021 12:30 (30 minutes)

With the advancement of HLS technology, FPGA is finally drawing attention as a power-efficient
accelerator device. Unlike GPUs, the computation pipeline and FPGA-to-FPGA interconnection
can be tightly coupled on FPGAs because they have high-speed serial transceivers on the device it-
self. The direct connection between computation and network encourages building FPGA clusters
with direct high-speed serial links between FPGAs. For these links, commercial IP cores with their
proprietary protocol are widely used. However, the commercial IP cores and protocols are not
fully customizable. In this paper, an open high-speed serial link controller Kyokko is introduced.
Kyokko is based on Xilinx Aurora 64B/66B protocol. It achieves 10+ Gbps of link rates with flow
control and channel bonding support within a smaller resource requirement and communication
latency than Xilinx’s Aurora IP core. The transceiver interface of Kyokko is portable and inter-
operable between both Intel and Xilinx FPGAs. Also, users can extend the protocol to meet their
demands because Kyokko is an open-source project.

Presenters: TOMORI, Akinobu; OSANA, Yasunori

Session Classification: Tuesday Session 1
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International Sy … / Report of Contributions StreamBrain: Am HPC framework …

Contribution ID: 10 Type: not specified

StreamBrain: Am HPC framework for Brain-like
neural networks on CPUs, GPUs, and FPGAs �

Tuesday, 22 June 2021 13:00 (30 minutes)

The modern deep learning method based on backpropagation has surged in popularity and has
been used in multiple domains and application areas. At the same time, there are other – less-
known – machine learning algorithms with a mature and solid theoretical foundation whose per-
formance remains unexplored. One such example is the brain-like Bayesian Confidence Propaga-
tion Neural Network (BCPNN). In this paper, we introduce StreamBrain– a framework that allows
neural networks based on BCPNN to be practically deployed in High-Performance Computing
systems. StreamBrain is a domain-specific language (DSL), similar in concept to existing machine
learning (ML) frameworks, and supports backends for CPUs, GPUs, and even FPGAs. We em-
pirically demonstrate that StreamBrain can train the well-known ML benchmark dataset MNIST
within seconds, and we are the first to demonstrate BCPNN on STL-10 size networks. We also
show how StreamBrain can be used to train with custom floating-point formats and illustrate the
impact of using different bfloat variations on BCPNN using the FPGA.

Primary authors: LANSNER , Anders; PODOBAS, Artur; PENG, Ivy B.; SVEDIN, Martin; RAVICHAN-
DRAN, Naresh Balaji; HERMAN, Pawel; MARKIDIS, Stefano; CHIEN, Steven W. D.

Presenter: PODOBAS, Artur

Session Classification: Tuesday Session 1
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International Sy … / Report of Contributions Benchmarking the Nvidia GPU Li …

Contribution ID: 11 Type: not specified

Benchmarking the Nvidia GPU Lineage: From Early
K80 to Modern A100 with Asynchronous Memory

Transfers �
Tuesday, 22 June 2021 13:30 (30 minutes)

For many, Graphics Processing Units (GPUs) provides a source of reliable computing power. Re-
cently, Nvidia introduced its 9th generation HPC-grade GPUs, the Ampere 100, claiming signifi-
cant performance improvements over previous generations, particularly for AI-workloads, as well
as introducing new architectural features such as asynchronous data movement. But how well
does the A100 perform on non-AI benchmarks, and can we expect the A100 to deliver the applica-
tion improvements we have grown used to with previous GPU generations?
In this paper, we benchmark the A100 GPU and compare it to four previous generations of GPUs,
with particular focus on empirically quantifying our derived performance expectations, and –
should those expectations be undelivered – investigate whether the introduced data-movement
features can offset any eventual loss in performance? We find that the A100 delivers less perfor-
mance increase than previous generations for the well-known Rodinia benchmark suite; we show
that some of these performance anomalies can be remedied through clever use of the new data-
movement features, which we microbenchmark and demonstrate where (and more importantly,
how) they should be used.

Primary authors: PODOBAS, Artur; CHIKAFA, Gibson; SVEDIN, Martin; JANSSON, Niclas

Co-author: CHIEN, Steven W. D.

Presenter: SVEDIN, Martin

Session Classification: Tuesday Session 1
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International Sy … / Report of Contributions Accelerating Matrix Processing for …

Contribution ID: 12 Type: not specified

Accelerating Matrix Processing for MIMO Systems �
(Received best paper award)

Tuesday, 22 June 2021 18:00 (30 minutes)

Massive Multiple In and Multiple Out (MIMO) is being used in the fifth generation of wireless com-
munication systems. As the number of antennas increases, the computational complexity grows
dramatically, and this involves matrix calculations with complex numbers. We have designed
and implemented a general matrix arithmetic processor to accelerate these calculations, including
matrix multiplication, Singular Value Decomposition (SVD), and QR decomposition, on an FPGA.
The design can be implemented in fixed-point or single-precision floating-point depending on the
requirements of the application. The system behavior can be controlled by instructions such as
elementary multiplication, rotation and vector projection, which allows the system to work as a
coprocessor in a baseband System on a Chip (SoC). Latency for changing from one matrix compu-
tation to another is just a few clock cycles, providing the low latency required for edge processing.
The design is implemented and verified on the Xilinx RFSoC development board using fixed point
and single precision floating point numbers and matrix sizes of 8 X 8 and 16 X 16.

This paper received the best paper award of the HEART’21 symposium.

Primary authors: XU, Jieming; LEESER, Miriam

Presenter: LEESER, Miriam

Session Classification: Tuesday Session 2
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International Sy … / Report of Contributions Software-like Compilation for Dat …

Contribution ID: 13 Type: not specified

Software-like Compilation for Data Center FPGA
Accelerators �

Tuesday, 22 June 2021 18:30 (30 minutes)

Compilation times for large Xilinx devices, such as the Amazon F1 instance, are on the order of
several hours. However, today’s data center designs often have many identical processing units
(PUs), meaning that conventional design flows waste time placing and routing the same problem
many times. Furthermore, the connectivity infrastructure of a design tends to be finalized before
the PUs, resulting in unnecessary recompilation of a large fraction of the design.

We present an open source flow where the connectivity infrastructure logic is implemented ahead
of time and routed to many interface blocks that border available slots for PUs. As architects iterate
on their PU designs, they only need to perform a single set of parallel, independent compile runs
to implement and route the PU alongside each distinct interface block. Our RapidWright-based
system stitches the implemented PU into the available slots in the connectivity logic, requiring
no additional routing to finalize the design. Our system is able to generate working designs for
Amazon F1, and reduces compilation time over the standard monolithic compilation flow by an
order of magnitude for designs with up to 180 PUs. Our experiments also show that there is future
potential for an additional 4X runtime improvement when relying on emerging open source place
and route tools.

Primary authors: KAVIANI, Alireza; LAVIN, Chris; THOMAS, James

Presenter: THOMAS, James

Session Classification: Tuesday Session 2
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International Sy … / Report of Contributions HEART steering committee meeting

Contribution ID: 14 Type: not specified

HEART steering committee meeting
Wednesday, 23 June 2021 14:45 (1h 45m)

Closed meeting
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International Sy … / Report of Contributions Self-aware Operation of Heteroge …

Contribution ID: 15 Type: not specified

Self-aware Operation of Heterogeneous Compute
Nodes using the Learning Classifier System XCS �

Wednesday, 23 June 2021 11:45 (5 minutes)

Compute nodes are increasingly being equipped with GPGPUs and FPGA accelerators to increase
throughput and energy efficiency. However, they face uncertainty during operation and static
operation techniques are not able to tackle it. To this end, this paper investigates the use of the
learning classifier system XCS for the assignment of independent tasks. The initial results indicate
that the operational environment must exhibit patterns that can be learned and exploited to gain
an advantage over static heuristics.

Primary author: HANSMEIER, Tim

Presenter: HANSMEIER, Tim

Session Classification: PhD Forum
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International Sy … / Report of Contributions ReconOS64: High-Performance E …

Contribution ID: 16 Type: not specified

ReconOS64: High-Performance Embedded
Computing for Industrial Analytics on a

Reconfigurable System-on-Chip �
Wednesday, 23 June 2021 11:50 (5 minutes)

Industrial Analytics are a key part within the transformation process towards Industry 4.0 and
smart production systems. The demand for high-performance, low latency edge-computing de-
vices is increasingly satisfied by hardware-software approaches. This extended abstract presents
ReconOS64, an approach for enabling thread-based co-working on high-performance reconfig-
urable Systems-on-Chip.

Primary author: CLAUSING, Lennart

Presenter: CLAUSING, Lennart

Session Classification: PhD Forum
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International Sy … / Report of Contributions FPGA Acceleration of Short Read …

Contribution ID: 17 Type: not specified

FPGA Acceleration of Short Read Alignment �
Wednesday, 23 June 2021 11:55 (5 minutes)

This work proposes a novel dataflow architecture for Smith-Waterman Matrix-fill and Traceback
stages, which are at the heart of short- read alignment on NGS data. The FPGA accelerator is
coupled with radical software restructuring to widely-used Bowtie2 aligner to deliver end-to-end
speedup while preserving accuracy.

Primary authors: SOUDRIS, Dimitrios; KOLIOGEORGI, Konstantina; XYDIS, Sotirios

Presenter: KOLIOGEORGI, Konstantina

Session Classification: PhD Forum
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International Sy … / Report of Contributions Towards Performance Characteri …

Contribution ID: 18 Type: not specified

Towards Performance Characterization of FPGAs in
Context of HPC using OpenCL Benchmarks �

Wednesday, 23 June 2021 12:00 (5 minutes)

OpenCL-based HLS frameworks are known to reduce the development effort for FPGAs while
offering good quality results. The upcoming trend to equip heterogeneous compute clusters with
hy- brid networks for inter-CPU and inter-FPGA communication allows scaling FPGA workloads
beyond a single FPGA. However, there is no tool for performance characterization of those FPGA-
accelerated systems and their communication networks yet.
To fill this gap, we implemented a parametrizable OpenCL bench- mark suite for FPGA based on the
HPC Challenge for CPU. In the first step, we showed that the parametrization of the benchmarks
al- lows high quality of results on Intel and Xilinx FPGAs. In the future, we plan to extend the
benchmarks to scale over multiple FPGAs to create a performance characterization tool for HPC
multi-FPGA systems and further investigate the opportunities and limitations of different inter-
FPGA communication approaches.

Presenter: MEYER, Marius

Session Classification: PhD Forum
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International Sy … / Report of Contributions I feel the need for speed: Exploiti …

Contribution ID: 19 Type: not specified

I feel the need for speed: Exploiting latest generation
FPGAs in providing new capabilities for high

frequency trading �
Wednesday, 23 June 2021 12:05 (5 minutes)

Field Programmable Gate Arrays (FPGAs) have enjoyed significant popularity in financial algo-
rithmic trading. Such systems typically involve high velocity data, for instance arriving from
markets, streaming through FPGAs which then undertake real-time transformations to deliver in-
sights within tight time constraints. Such high bandwidth, low latency data processing approaches
have proven highly successful in delivering important insights to financial trading floors.

Primary authors: KLAISOONGNOEN, Mark; BROWN, Nick; BROWN, Oliver

Presenter: KLAISOONGNOEN, Mark

Session Classification: PhD Forum
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International Sy … / Report of Contributions CoopCL: A Framework for Coope …

Contribution ID: 20 Type: not specified

CoopCL: A Framework for Cooperative Execution of
Data-parallel Kernels on Multi-device Platforms � 

Wednesday, 23 June 2021 12:10 (5 minutes)

This paper describes CoopCL framework that is specifically de- signed to reduce the multi-device
programming complexity. CoopCL consists of a three core components: a C++ API, custom-
compiler and a runtime that abstracts and unifies the cooperative workload execution on multi-
device heterogeneous platforms. CoopCL takes the OpenCL-C kernel function and automatically
uses platform devices to execute it in parallel. We show a runtime-system that transparently man-
ages the data transfers and the synchronization necessary to ensure memory coherency without
requiring any ef- fort from the programmer. The programmer is only responsible for developing
a dataparallel kernel function in OpenCL, while the sys- tem automatically partitions the work-
load across an arbitrary set of devices, executes the partial workloads, and efficiently merges the
partial results together. Moreover, CoopCL-runtime in combination with a custom-compiler in-
cludes an auto-tuning approach based on a platform performance-model. CoopCL is completely
portable across different machines including platforms with multi-core CPUs and discrete and/or
integrated GPUs.

Primary author: MORÉN, Konrad

Co-author: GÖHRINGER, Diana

Presenter: MORÉN, Konrad

Session Classification: PhD Forum
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International Sy … / Report of Contributions Poster Session  

Contribution ID: 21 Type: not specified

Poster Session � 
Wednesday, 23 June 2021 12:15 (45 minutes)

Talk to the speakers of the PhD Forum in Breakout-Rooms.

Session Classification: PhD Forum
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International Sy … / Report of Contributions Special Session „Mobile Systems / …

Contribution ID: 22 Type: not specified

Special Session „Mobile Systems / Edge Computing /
Internet of Things“

To be announced

Primary authors: ALOUANI, Ihsen; NAIR, Smail

Presenters: ALOUANI, Ihsen; NAIR, Smail
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International Sy … / Report of Contributions Conference Closing and Award S …

Contribution ID: 23 Type: not specified

Conference Closing and Award Session �
Wednesday, 23 June 2021 14:30 (15 minutes)

Presenter: PLESSL, Christian (Paderborn Center for Parallel Computing)
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International Sy … / Report of Contributions Towards Real-Time Object Detect …

Contribution ID: 24 Type: not specified

Towards Real-Time Object Detection and Tracking
at the Edge �

Wednesday, 23 June 2021 13:00 (30 minutes)

Real-time object detection, recognition and tracking is essential for safety critical applications such
as autonomous vehicles as well as video analytics, where critical information should be extracted
from video streams for applications such as surveillance for security, health and safety monitoring
in healthcare and industry, intelligent transportation systems and smart cities. To reduce the la-
tency and security vulnerabilities, processing at the edge devices is critical. However, algorithms
usually used in these applications to achieve the required level of accuracy are very computation-
ally intensive. In this talk, two case studies are discussed to present the challenges and techniques
of real-time object detection and tracking. First, we’ll present a hardware/software co-design ap-
proach for two critical tasks, real-time pedestrian detection, and vehicle detection, which are es-
sential in advanced driving assistance systems (ADAS) and autonomous driving systems (ADS). In
the second part of this talk, an initial work on person re-identification and tracking is presented
focusing on challenges for the processing at the edge.

Presenter: BIGLARI-ABHARI, Morteza (University of Aukland, New Zealand )

Session Classification: Special Session: Mobile Systems / Edge Computing / Internet of
Things
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International Sy … / Report of Contributions Energy-Efficient EdgeAI: A Cross- …

Contribution ID: 25 Type: not specified

Energy-Efficient EdgeAI: A Cross-Layer Perspective �
Wednesday, 23 June 2021 13:30 (30 minutes)

Gigantic rates of data production in the era of Big Data, Internet of Thing (IoT), and Smart Cy-
ber Physical Systems (CPS) pose incessantly escalating demands for massive data processing, stor-
age, and transmission while continuously interacting with the physical world under unpredictable,
harsh, and energy-/power-constrained scenarios. Therefore, such systems need to support not only
the high-performance capabilities under tight power/energy envelop, but also need to be intelli-
gent/cognitive and robust. This has given rise to a new age of Machine Learning (and, in general
Artificial Intelligence) at different levels of the computing stack, ranging from Edge and Fog to the
Cloud. In particular, Deep Neural Networks (DNNs) have shown tremendous improvement over
the past years to achieve a significantly high accuracy for a certain set of tasks, like image classifi-
cation, object detection, natural language processing, and medical data analytics. However, these
DNN require highly complex computations, incurring huge processing, memory, and energy costs.
To some extent, Moore’s Law help by packing more transistors in the chip. But, at the same time,
every new generation of device technology faces new issues and challenges in terms of energy effi-
ciency, power density, and diverse reliability threats. These technological issues and the escalating
challenges posed by the new generation of IoT and CPS systems force to rethink the computing
foundations, architectures and the system software for embedded intelligence. Moreover, in the
era of growing cyber-security threats, the intelligent features of a smart CPS and IoT system face
new type of attacks, requiring novel design principles for enabling Robust Machine Learning.
In my research group, we have been extensively investigating the foundations for the next-generation
energy-efficient and robust AI computing systems while addressing the above-mentioned chal-
lenges across the hardware and software stacks. In this talk, I will present different design chal-
lenges for building highly energy-efficient and robust machine learning systems for the Edge, cov-
ering both the efficient software and hardware designs. After presenting a quick overview of
the design challenges, I will present the research roadmap and results from our Brain-Inspired
Computing (BrISC) project, ranging from neural processing with specialized machine learning
hardware to efficient neural architecture search algorithms, covering both fundamental and tech-
nological challenges, which enable new opportunities for improving the area, power/energy, and
performance efficiency of systems by orders of magnitude. This talk will pitch that a cross-layer
design flow for embedded machine learning/EdgeAI, that jointly leverages efficient optimizations
at different software and hardware layers, is a crucial step towards enabling the wide-scale deploy-
ment of resource-constrained embedded AI systems like UAVs, autonomous vehicles, Robotics,
IoT-Healthcare / Wearables, Industrial-IoT, etc.

Presenter: SHAFIQUE, Mohamed (New York University Abu-Dhabi (NYUAD), UAE and Tandon
School of Engineering, New York University (NYU), USA)

Session Classification: Special Session: Mobile Systems / Edge Computing / Internet of
Things
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International Sy … / Report of Contributions Reconfigurable Computing Platfo …

Contribution ID: 26 Type: not specified

Reconfigurable Computing Platforms for
Accelerating Image Processing Applications � 

Wednesday, 23 June 2021 14:00 (30 minutes)

Field Programmable Gate Arrays (FPGAs) are a promising platform for accelerating image pro-
cessing as well as AI-based applications due to their parallel architecture, reconfigurability and
energy-efficiency. However, programming such reconfigurable computing platforms can be quite
cumbersome and time consuming compared to CPUs or GPUs. This presentation shows concepts
and realizations for reducing the programming effort for FPGAs. We propose a reconfigurable
RISC-V based many-core architecture together with our Open-VX based design methodology. For
generating image processing and neural network accelerators, we provide an open-source High
Level Synthesis (HLS) library called HiFlipVX. The importance of such an approach is shown with
several research projects in the automotive and robotics domain.

Presenter: GÖHRINGER, Diana

Session Classification: Special Session: Mobile Systems / Edge Computing / Internet of
Things
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International Sy … / Report of Contributions Simplifying the access and usabili …

Contribution ID: 27 Type: not specified

Simplifying the access and usability of
High-Performance Computing �

Tuesday, 22 June 2021 11:00 (45 minutes)

In the past few years, HPC computing has also gained importance in groups of users that in the
past did not belong to the classic HPC users, not least because of the increasing popularity of Deep
Learning. However, the use of HPC systems has not changed for a long time: Access is often still
via the console, jobs are written in Bash scripts - and the most popular programming languages
are still C or FORTRAN. These hurdles make it difficult to use HPC systems, especially for new
users. In this talk we will show how Python can be used as a programming language for parallel
systems, how e.g., GPUs can be programmed using Numba, or applications can be parallelized
using DASK. It will be shown how the performance compares to the classical C or MPI approach.
Even though in many areas the performance of Python is very good, in many places the interpreter
overhead is still a problem even if the computationally intensive parts are executed directly on the
CPU or GPU. This is especially a problem for strong scaling. Also, the access to HPC systems must
be simplified. Access via Jupyter notebooks or graphical user interfaces simplify the access and
reduce the mistakes that especially beginners make. There are also good opportunities for teaching
to simplify access to the systems. The use of such interfaces allows only the use of a limited range
of functions - this is however for most users of the systems, completely sufficient.

Presenter: ODEN, Lena (Fernuniversität Hagen, Germany)

Session Classification: Special Session ”High-performance Computing: Open Challenges as
a Result of the Growing User-Hardware Gap”
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International Sy … / Report of Contributions On the Inevitability of Integrated …

Contribution ID: 28 Type: not specified

On the Inevitability of Integrated HPC Systems and
How they will Change HPC System Operations �

Tuesday, 22 June 2021 11:30 (45 minutes)

High-Performance Computing (HPC) is at an inflection point in its evolution. General-purpose ar-
chitectures approach limits in terms of speed and power/energy, requiring the development of spe-
cialized architectures to deliver accelerated performance. Additionally, the arrival of new user com-
munities and workloads—including machine learning, data analytics, and quantum simulation—
increases the breadth of application characteristics we need to support, putting pressure on the
complexity of the architectural portfolio. At the same time, data movement has been identified
as a main culprit of energy waste, pushing hardware designers towards a tighter integration of
the different technologies. The resulting integrated systems offer great opportunities in terms
of power/performance tradeoffs, but also lead to challenges on the software side. In this posi-
tion paper, we highlight the trends leading us to integrated systems and describe their substantial
advantages over simpler, single accelerated designs. Further, we highlight its impact on the corre-
sponding software stack and its challenges and impact on the user. This introduces a different way
to design, program, and operate HPC systems, and ultimately to the need to drop some long-held
dogmas or believes in HPC systems.
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Introduction
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University)
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Panel Discussion
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