Hands-On Exercises

Preliminaries

The slides of the course are available here: https://pc2.uni-paderborn.de/go/o-nl

Answers and solutions can be found of the last page of the respective Hands-on patrt.
Don’t hesitate to ask questions if things are unclear!

Note: All these exercises will be conducted on Noctua 2 (except the JupyterHub exercises).

Access Hands-On

Exercise 1: SSH Connection

Note: Normally you need to have an Uni Paderborn VPN access set up to access our
systems. However, in favor of this training session, we have set up a virtual machine (VM),
which you can access without a VPN access (see step 2b). Through this VM you will be able
to access our systems as well. After this course you won'’t have access to this VM anymore
and you will need to set up a proper VPN connection (For future reference checkout
https://imt.uni-paderborn.de/vpn-zugang).

a) Open a terminal on your machine and access our VM via ssh by calling
ssh <username>@training.pc2.upb.de

where <username> should be replaced with the username you have received from us. (In
case you are working with PuTTY you will need to enter training.pc2.upb.de under “Host
Name”) When you have done that, you will be asked for a password. Enter the password
you received from us (In PuTTY, you will be asked for your username first). Now you should
be connected to our virtual machine (Again, keep in mind that after this course you will need
to replace this step with a Uni Paderborn VPN connection).

b) Within this ssh-session, connect to the Noctua 2 jumphost via the following command:
ssh <username>@fe.noctua2.pc2.uni-paderborn.de

(Later, when you have VPN access you can connect to the jumphost directly from your local
terminal)

¢) When you are connected to the jumphost, connect to the Noctua 2 login node via
ssh noctua2

This will be the starting point for the Filesystem Hands-on.

Exercise 2: JupyterHub

Note: Normally you need to have an Uni Paderborn VPN access set up to access
JupyterHub. However, in favor of this training session, we have deactivated this requirement.


https://pc2.uni-paderborn.de/go/o-n1

After this course, however, you will need to set up a VPN connection in order to be able to
access JupyterHub (For future reference checkout https://imt.uni-paderborn.de/vpn-zugang).

a) Open your web browser and open the page

https://jh.noctua.pc2.uni-paderborn.de

and log in using the credentials you have received from us.
b) Click on “Start my Server”.

¢) On the upcoming page select the Spawner “Noctua 1” and under “Workload Manager”
choose the time “00:30".

d) Click on “Start” at the bottom of the page to start a JupyterHub server.

e) Start a Python Kernel and write a simple “Hello World” program.


https://imt.uni-paderborn.de/vpn-zugang
https://jh.noctua.pc2.uni-paderborn.de/

File-Systems Hands-on

Please create a personal directory with your name as the directory name in the temporary
storage of the project hpc-Ico-usrtr on Oculus and Noctua 2. (i.e. in $PC2PFS/hpc-Ico-usrtr/)

Please only use this personal directory for this section.

a) File Copy

Login into Oculus and create a text file file in your personal directory. You can also create a
file by touch command as —

$ touch text.txt

copy this file from Oculus scratch file system to Noctua 2 scratch file system (i.e. in /scratch-
nl/hpc-lco-usrtr/my_direc/). Change the name of the file on Noctua 2 to text_modify.txt .

b) File transfer

transfer the files text_modify.txt back to your local computer from Noctua 2. Use scp in this
tutorial. Instructions can be found at:

https://uni-
paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging

c) Please note, that in practice mounting $PC2DATA or $PC2PFS via CIFS or NFS is more
convenient than transferring files via scp. However, the setup depends on the operating
system. If you have time left in the tutorial, you can try it out but depending on your operating
system you might experience some issues that might need some time to fix.

Setup instructions can be found at:

https://uni-
paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging



https://uni-paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging
https://uni-paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging
https://uni-paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging
https://uni-paderborn.atlassian.net/wiki/spaces/PC2DOK/pages/12944263/Data+Transfer+File+Staging

Solutions/Answers:

a) $ ssh transfer.pc2.uni-paderborn.de

cp text.txt /scratch-oculus/hpc-lco-usrtr/my_direc/

mv /scratch-oculus/hpc-1lco-usrtr/my_direc/text.txt /scratch-n2/hpc-1lco-
usrtr/my_direc/text_modify.txt

b) noctua2 -
scp -0 'ProxyJumpusrtre@l@fe.noctua2.pc2.uni-paderborn.de’
usrtre@l@n2loginl:/scratch/hpc-1lco-usrtr/my_dir/text_modify.txt .



CPU Details Hands-on (optional)

Exercise 1: Querying CPU details

Imagine that you are working on one of the login nodes of Noctua 2 and situationally need
to know some details about its CPU architecture (and let's assume that you’ve mostly
forgotten about what you've learned in the migration course ;-). Try to use 1scpu to answer
the following questions

a) Does the system have an AMD or Intel CPU?

b) How many CPU sockets are there?

c) How many physical CPU-cores are there in total?

d) How many NUMA domains are there?

e) Is Hyperthreading enabled? (difficult)

f) 1s AVX512 supported? What's the highest supported AVX instruction set? (difficult)

g) How many physical CPU-cores share an L3 cache and how many L3 caches are
there in total? (difficult)

(Tip: Use lscpu --all --extended)



Solutions/Answers:
Noctua 2 (login node)

a) AMD (see “Vendor ID” or “Model name”)

b) 1 (see “Socket(s)”)

c) 64 (“Core(s) per socket” times “Socket(s)”, i.e. 64 * 1)

d) 4 (count “NUMA nodeX CPU(s)” entries)

e) Yes (“CPU(s)”, which is 128, is twice the number of physical CPU-cores, see above)

f) No, AVX2 is the highest supported AVX (see “Flags”)

g) 8 physical CPU-cores share an L3 cache and there are 8 L3 caches in total (the last
number in the “L1d:L1i:L2:L3” column enumerates the L3 caches)



SLURM Hands-on

Exercise 1: Compute-time application
Imagine the following situation:

Your research solves a numerical problem for 10000 different input parameters. You know
that a single calculation takes about six hours on your desktop computer. You see that the
program uses all four CPU-cores of your CPU. Every calculation needs 100 MB of space
while running and the final results will be a few GB in size.

a) How long would it take to complete the calculations on your desktop computer:

b) How many cpu-core-hours of compute resources do you need?
......... cpu-core-hours

¢) Which type of project should you apply for?

o large (NHR)

o normal (NHR)

o small

o test

d) When can you apply for your project?

o any time

o call-pro proposals four times per year

e) How much storage should you at least apply for?
....... GB permanent ($PC2DATA)

....... GB temporary ($PC2PFS)

Exercise 2: Using pc2status to get information about your projects
Please use the command pc2status on find out:

a. Which project is usrtreel a memberof: .......
b. What is the quota of the $HOME directory: .......
c. What is the total CPU-core-hour contingent of the project hpc-1co-usrtr

vee..... CPU-Core-Hours

Exercise 3: The first simple job
Compose a job script for Slurm that computes the first 5000 decimal places of Pi with:

echo "scale=10000; 4*a(1)" | bc -1
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Our slides include example jobscripts.

a.

This job doesn’t support any parallelization and the execution only takes a few
minutes.
Which resources would you request

Submit the job and wait for it to finish.
What is the job id of your job and which command can you use to monitor the job?

Check the CPU and memory efficiency of the job with seff [Job id].
Job runtime (wall clock time):

CPU Cores:

CPU utilized:

CPU efficiency:

Memory requested:

Memory used:

Memory efficiency:

Was your choice of resources suitable for this job?



Exercise 4: Job Control

a. Compose a job script for a job that just waits, i.e., executes “sleep 3600 with the
minimal possible resources. The job should be submitted to normal compute nodes.

Which options and command would you use to submit the job

b. Submit the job with the minimal possible resources, find out the status and detailed
information.

Try to answer the following questions:
a. Whatis the job id of your job: .........

b. What is the working directory of your job: .........

c. Ifthe job is pending, when is its estimated start time: .........
d. If the job is running, on which compute nodes is your job running: .........

e. Stop the job.

Exercise 5: More Jobs

a. You want to submit a job that uses 5 nodes for at least 24 hours.
How many CPU-core hours would this job consume on Noctua 1 and Noctua 27?

b. Which parameters would you use to submit the following jobs :
1. With 5 MPI ranks and 2 threads per rank on the same node,

4. as an array-job with 10 steps (1,...10) where each step uses 4 MPI ranks with
8 threads per rank.



Exercise 6: Pinning

Set up a job that runs a CP2K molecular dynamics calculation. You don’t need to know
anything about CP2k or molecular dynamics here.

The jobs should perform the steps:

module load chem/CP2K/9.1-foss-2021b

wget
https://raw.githubusercontent.com/cp2k/cp2k/master/benchmarks/QS/H20
-512.inp

export OMP_NUM_THREADS=4

srun cp2k.psmp H20-512.1inp

A colleague told you that this calculation would run well with two nodes, 64 MPI ranks and 4
threads per rank on Noctua 2.

1. Write a job script for this calculation and submit it.
2. How long did the calculation take? ....... seconds
3. Check the efficiency with seff

CPU efficiency: ......... %

Memory efficiency: ........ %

4. Pinning (or binding or affinity) of processes and threads to resources like CPU cores
means that a process or thread must only be executed by this CPU core.
Pinning is usually a good idea because it prevents processes and threads from
“jlumping around” between cores which would impact performance. However, if the
pinning is wrong it might happen that multiple processes or threads are pinned to the
same resource which would also negatively impact performance.
A low CPU efficiency is a good indicator of wrong pinning.
On PC2 HPC systems the pinning is printed by default when srun is used.

This output means that the first task (MPI rank 0) is bound to the first four CPU cores
of the first CPU socket of the compute node n2cn1103.

Investigate the pinning of MPI ranks to CPU cores in your above job:
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a. Is your job running with 32 MPI ranks per node? If not, then try to correct your
job script.

b. What is the binding of the first few MPI ranks (tasks)?
MPI rank 0 is bound to: ............
MPI rank 1 is bound to: ............
MPI rank 2 is bound to: ............
MPI rank 3 is bound to: ............
c. Are multiple MPI ranks bound to the same CPU cores? If yes, then try to
correct your job script.

d. Isthere enough space for 4 threads per rank on the resources that the MPI
ranks are bound to, i.e. is each MPI rank bound to at least 4 CPU cores? If
not, then try to correct your job script.
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Solutions/Answers:

Exercise 1: Compute-time application

a)
b)
C)
d)
e)

f)

2500

240000 cpu-core hours (10000*6 h*4 cpu cores)
Small

Any time

50-100 GB permanent

1000 GB temporary

Exercise 2: pc2status

a)
b)
c)

hpc-lco-usrtr
5GB
1000000 CPU-Core-Hours

Exercise 2: The first simple job

a)

b)
c)
d)

For example: one cpu core for at most 5 minutes with a small amount of main
memory (here 100 MB was chosen)

sbatch -t 5:00 -n 1 --mem=100M jobscript.sh

squeue, squeue_pretty, scontrol show job [JOBID HERE]

Your number might vary slightly.

Job runtime (wall clock time): 00:01:22

CPU Cores: 1

CPU utilized: 00:01:22

CPU efficiency: 100.00%

Memory requested: 100 MB

Memory used: 792.00 KB

Memory efficiency: 0.77%

The above example shows that the memory request could have been reduced
further. However, don’t be too aggressive because the job will be terminated if the
requested memory is exceeded.

Exercise 4: The first simple job

a.

Example:
#!/bin/bash
#SBATCH -n 1

#SBATCH -p normal
#SBATCH -t 1:00:00
#SBATCH --mem=1M
sleep 3600
The answers depend on your job.
Hints:
a. Working directory: squeue_pretty or scontrol show job [JOBID HERE]
b. Estimated start time: spredict or squeue_pretty
c. Compute node: squeue or squeue_pretty or scontrol show job [JOBID
HERE]
d. scancel [JOBID HERE]

Exercise 5: More jobs

a)

b)

Noctua 1: 40 cores*5 nodes*24 h= 4800 CPU-core hours
Noctua 2: 128 cores*5 nodes*24 h= 15360CPU-core hours
Answers:
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-N 1 —n 5 --cpus-per-task=2

-N 2 —n 64 --cpus-per-task=4
--gres=gpu:al00:2

—n 4 --cpus-per-task=8 --array=1-10

PwONE

Exercise 6: Pinning
1. #!/bin/bash
#SBATCH -N 2
#SBATCH -n 64
#SBATCH --cpus-per-task=4
#SBATCH -t 10:00

module load chem/CP2K/9.1-foss-2021b
wget
https://raw.githubusercontent.com/cp2k/cp2k/master/benchmarks/QS/H20
-512.inp
export OMP_NUM_THREADS=4
srun cp2k.psmp H20-512.1inp
about 430 seconds
3. CPU efficiency:
Memory efficiency:
4. Example answers with figure:
a. Yes
b. Node n2cn1103, first socket, first four cores
Node n2cn1103, first socket, next four cores
Node n2cn1103, first socket, next four cores
Node n2cn1103, first socket, next four cores
c. No
d. yes

A
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Environment Modules Hands-on

Exercise 1: Find OpenMPI modules

a) Find out which versions of Open MPI are available on Noctua 2 via environment modules

d) Load the module mpi/OpenMPI/4.1.1-GCC-11.2.0 and list the loaded modules. Which
modules are also loaded as dependence requirements of Open MPI?

f) Use mpicc --version to check the version of GNU compiler.
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g) Now assume that you want to use GCC version 10.3.0 and load it by using the command
module load compiler/GCC/10.3.0

What problem do you notice from the output?

h) Is it a good practice to first load and then load?
O Yes, it’s a good practice.
O No, it's not a good practice.

Please explain your answer.

i) Reset your environment modules to the default.

Exercise 2: Load OpenMPI module in Slurm job script

a) assume you have MPI source code in C. Please create a Slurm job script that loads the
necessary modules for Open MPI 4.1.1 and GCC 10.3.0. Please also verify the Open MPI
and GCC versions in the job script.
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Solution/Answers:

Exercise 1:
a) find_module openmpi can be used to list the available versions of Open MPI. The list is (not complete):

mpi/OpenMPI/4.0.3-GCC-9.3.0 (H)
mpi/OpenMPI/4.0.5-GCC-10.2.0 (H)

b) these modules are in the mpi Gateway module
c) the default version is 4.1.1
d) the dependence modules are (not complete list):

4) compiler/GCCcore/11.2.0 (H)
5) lib/zlib/1.2.11-GCCcore-11.2.0 (H)

e) Open MPI version: 4.1.1
f) GCC Compiler version: 11.2.0
g) the dependent modules are unloaded and there is version change for the GCC Compiler.

1) compiler/GCC/11.2.0 => compiler/GCC/10.3.0

2) compiler/GCCcore/11.2.0 => compiler/GCCcore/10.3.0
Now the GCC Compiler version is 10.3.0
h) No, it’s not a good practice. Because there may be some potential problems due to the dependence and
conflict of the versions of Open MPI and GCC compilers.

Exercise 2:

a) an example Slurm job script is given below
#!/bin/bash

#SBATCH -] “MPI_job“

#SBATCH -p normal

#SBATCH -N 1

module reset

module load mpi/OpenMPI/4.1.1-GCC-10.3.0
mpirun --version

mpicc --version
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